A Telairity White Paper


How to Evaluate a Backhaul Encoder

When evaluating broadcast encoders, it’s tempting to focus on one critical aspect of the product, usually picture quality, letting all other considerations fade into the background. For applications like DVD authoring, where picture quality really is of primary importance, this sort of one-dimensional evaluation may be appropriate. For a backhaul encoder, however, this sort of single-minded approach to product evaluation is never satisfactory—regardless of the dimension selected.

The goal of a backhaul encoder is not to maximize any single product dimension, but rather to strike the best possible balance between several different and potentially conflicting requirements. Specifically, a backhaul encoder must deliver a contribution quality picture at the bit rates determined by available transmission mechanisms, with very low latency, high transmission robustness, fast start-up, operational simplicity, and exceptional reliability. Comparisons between backhaul encoders need to consider all of these dimensions before any conclusions are reached about the relative merits of competing products.

PICTURE QUALITY

A backhaul encoder should deliver the best possible picture quality consistent with the constraints imposed by its other critical requirements. The requirement to keep latency low, for example, precludes use of several common techniques for enhancing picture quality, e.g., extensive pre-processing or multi-pass encoding. Similarly, available transmission mechanisms typically dictate use of a specific bit rate.

Consequently, for a backhaul encoder, picture quality cannot be evaluated by comparing encoders operating at full throttle: using their maximum bit rate with unconstrained latency. Rather, it must be determined when the encoders are operating at bit rates set by the available bandwidth and within acceptable latencies.

Moreover, the received picture quality delivered by a backhaul encoder will also depend on the ability of the transmitted signal to survive transmission hazards, so transmission robustness becomes a key consideration in the overall evaluation. And, of course, when an encoder fails, its picture quality instantly drops to zero, so reliability becomes another vital factor to consider.

In short, for a backhaul encoder, picture quality cannot be evaluated independent of other considerations. Rather, it must be viewed in a context that also takes into account all of the following issues.

LATENCY

Assuming an encoder delivers acceptable contribution quality video when operating within the bit rate and other constraints imposed by a backhaul application, latency become a primary issue. For backhaul, latency can easily be too long, but it can never be too short. Consequently, measuring encoders on this single dimension is simple: the best encoder is the one with the shortest latency.

To be sure, there is no great difficulty in achieving low latency with simple material. Consequently, latency needs to be measured across the spectrum of possible bit rates. Does latency stay consistently low, or does it creep up with the bit rate? For backhaul, it’s not enough simply to have low latency when running at low bit rates with easy material. Latency should remain consistently low at all bit rates.

But even consistent low latency is not a sufficient dimension of evaluation (anymore than is picture quality). Indeed, these first two qualities always need to be considered together. In a choice between any two encoders, the one that delivers the superior picture at a consistent, lower latency is better. Of course, if the results of this two-valued test are mixed (e.g., the superior picture comes at the cost of a higher latency), the test is inconclusive. However, even when one encoder wins decisively on both these points—delivering clearly superior pictures at a consistently lower latency—it is still not enough. There are other critical issues that need to be weighed in addition.

TRANSMISSION ROBUSTNESS

All transmitted signals are subject to hazards of noise and interference. The RF transmissions commonly used in backhaul additionally suffer from reflection, refraction, diffraction, absorption, and scattering. Since video is encoded as Groups Of Pictures (GOPs), in which one independent frame (I frame) is followed by many dependent (P or B) frames, it is at added risk from transmission problems. One unlucky error that affects a single I frame packet can negatively impact its entire associated GOP.

One proven technique for improving video transmission robustness is to divide each frame into multiple independent sections or “slices.” There are two significant benefits to this approach. First, since each slice contains significantly fewer packets than a frame, there is correspondingly less chance that any slice will have a packet error. Second, when a packet error does happen, its effects are confined within the one slice. The majority of its associated frame is unaffected by the lost packet. In short, a sliced video architecture makes it virtually impossible to lose a whole frame—let alone an entire GOP—even when transmitting under unfavorable conditions.

For backhaul encoders, due to the improved transmission robustness provided by slicing, a sliced video architecture that divides frames into multiple independent sections is preferable to a single slice architecture that encodes each frame as one large, dependent structure—regardless of any alleged picture quality advantages to the latter approach. Since a quality sliced architecture will knit frames together seamlessly, eliminating any visible slice boundaries, the advantages in picture quality that result from a “superior single slice” approach are negligible, while the loss of transmission robustness inherent in the latter approach is significant.

START-UP/RESTART TIME

Many encoders require minutes to boot-up and begin putting out an encoded signal. Where equipment is typically left switched on, initialization time is not a significant factor in its evaluation. In backhaul applications, however, equipment is normally left switched off until needed. When events are moving rapidly, even a minute or two can be the difference between getting and missing the critical shot.

On a related topic, how does an encoder respond to a fatal error that requires restarting? In a live report, is this an interruption of a second or two, which can be easily ignored? Or does it take the field crew off-air for minutes, forcing an abrupt and unexpected return to studio coverage?

Backhaul requires equipment able to keep pace with a professional news team—not equipment that requires that news team to wait around, while it moves at its own deliberate pace.
APPLIANCE SIMPLICITY

The more time a field crew spends on their primary mission, reporting news from the field, and the less time they spend managing mission-critical equipment, the better. A backhaul encoder should be as simple to use as hooking it up and turning it on. All desirable features should come standard. Deeply nested menus that are hard to understand, difficult to navigate, and slow to traverse, are neither useful nor desirable.  Fussy manual configuration and reconfiguration is definitely not helpful.

To the contrary, to the greatest extent possible, equipment should operate automatically, without any need for operator intervention. For encoders, this means inputs that are autosensed, with appropriate encoding choices selected by default. Where default settings are inappropriate, reconfiguring the system ought to be as simple as pushing a button or two. If inputs need to be switched asynchronously, the resulting transitions should be smooth and problem free, without stuttering or other visible artifacts. Above all, there should be no fatal selections available anywhere, where a single wrong choice made in haste under pressure can bring the entire system down.

An operating system brings versatility to a device—by adding overhead that slows everything down. It also introduces complexity that makes equipment less reliable, rather than more dependable. The last place and time to debug Windows or Linux (or any OS) is in the field, during a breaking news story.

In short, a backhaul encoder needs to look more like an appliance than like a computer. When turned on, it should immediately and automatically start encoding. If it becomes necessary to change an automatically selected default encoding profile, switching to a new profile out to be no harder than pushing a button or two—with the encoder immediately back up and running.

For backhaul, simplicity trumps versatility. It’s not about which system has the most features, it’s about which has exactly the features needed to do the job, without additional overhead or extraneous complexity.

EXTRAORDINARY RELIABILITY

A backhaul encoder must be tough and durable. Appliance simplicity is a help here, since simpler devices are always more reliable devices. As mentioned above, eliminating operating system overhead is a good start in this direction, since it makes a system more reliable by eliminating an entire layer of potential problems. Rotating storage media are another source of potential failure. It’s far better (and faster) for a system to boot from a solid state drive than from a hard disk drive.

But being simple is not enough. A backhaul system also must add provisions to guard against common sources of failure. Does a system have dual redundant power supplies, so it will keep on working even if one power supply fails? Does it have very wide temperature tolerance, so it keeps on working even when truck temperatures soar over 120 degrees F or drop below freezing? Does it provide alarms to warn of impending problems?

Also, what sort of warranty does the manufacturer offer against the routine hazards inherent in field usage? Are they confident their unit will survive daily wear-and-tear? And do they back their confidence up with an unconditional replacement policy?

PRICE

Last but certainly not least, a backhaul encoder has to deliver all of the above at an affordable price—a price that makes sense in the context of equipping an ENG/SNG vehicle. Sensible buying decisions are never about either performance or price in isolation from each other. Rather, they are always about price/performance ratios. The best choice is the best value, the piece of equipment that delivers the most performance per budget dollar.

SCORING ENCODERS

You can use the attached scorecard to compare alternative backhaul encoders against the Telairity BH8100, the first HD encoder to be specifically designed to satisfy all the key requirements of backhaul applications, at a price that easily fits within ENG/SNG equipment budgets.

How Does Your Backhaul Encoder Compare?


Telairity BH8100



Total bit range (Mbps)
2 - 15



Useful backhaul rates (Mbps)
4 - 14



Encode Latency at 2Mbps
150ms



Encode Latency at 20Mbps
150ms



Picture Quality* at 4Mbps
good



Picture Quality* at 14Mbps
excellent



Slices per frame
4



Startup time (from power-on)
3 seconds



Restart time (from fatal error)
1 second



Programmable preset profiles
4



Autosensed inputs?
yes



Nested menus?
no



Fatal menu choices?
no



Manual setup?
no



On-the-fly reconfiguration?
yes



Stutter-free asynchronous input switching?
yes



Standard dual redundant power supplies?
yes



Standard AES & analog stereo audio inputs
yes



Operating system?
none 



Appliance simple?
yes



Rotating storage media?
no



Contact closure alarms
4



Unconditional warranty
1 year



List price
$19,500



Picture quality depends on nature of video source and many other factors – see note on the difficulty of measuring picture quality

A NOTE ON THE DIFFICULTY OF MEASURING PICTURE QUALITY

Evaluating encoder picture quality begins with the selection of appropriate measures, but it never ends there. In the first place, there is no simple or universally agreed measure of picture quality. In the second place, the picture quality generated by an encoder is never uniform across all types of material at all bit rates. In the third place, an encoder is only one link—and perhaps not the most important link—in a long chain of devices that must all work together to deliver video from source to viewer.

Selecting an Appropriate Measure

Objective measures of picture quality, like Peak Signal-to-Noise Ratio (PSNR, calculated by summing the differences between images reconstructed from compressed content and their original source images) can generate a misleadingly low (bad) score for trivial reasons—for example, as a result of a simple (and visually unimportant) offset (which itself might reflect a flaw of the decoding process, rather than an error in the encoding process).

If objective measures can be misleading, however, subjective measures of picture quality are … subjective. Of course, no audience has much difficulty distinguishing a bad picture from a good one. However, when it comes to comparing relatively good pictures against each other, people frequently disagree. For example, one viewer may strongly favor more sharpness in an image where another clearly prefers more smoothness.

Assessing Different Types of Material

To the problem of finding a satisfactory way of measuring picture quality must be added the fact that no encoder handles all types of material equally well. Is it better to have more detail in static scenes or fewer artifacts in fast moving scenes?  If the picture quality looks good at high bit rates, how gracefully does the quality degrade as bit rate drops? The task of evaluating encoders on picture quality often hinges on judgments about the relative importance of different types of material at different bit rates.

Assembling the Whole Video Chain

In reality, an encoder is just one link in a longer broadcast chain that also essentially involves a camera, a transmission link, a decoder, and a display. The picture that emerges at the end of this chain will be the joint product of every element in it. Does a visible picture flaw result from the encoder, or does it result from the particular decoder being used? Is the root cause of a problem the camera, or could the problem instead lie in the type of transmission link used (digital or analog), or in the actual physical transmission medium itself (e.g., a bad cable)? Or could it be an issue with the settings on the display device? All of these possibilities are potential (and often actual) sources of picture quality issues. In the end, the merit of the encoded signal may be the least significant factor in the quality of a displayed picture.

Summing Up

In short, there is no easy or conclusive way to evaluate encoder picture quality. In the end, viewers must decide for themselves what is important and what they prefer, based on what they see and any objective numbers they chose to generate from selected video streams.

Perhaps the safest  judgment about picture quality—especially for a backhaul encoder, where so many other critical factors have to be weighed in a selection—is the simplest sort of “yes” or “no” judgment:

Is the picture quality good enough for the purpose?

Where two backhaul encoders both deliver an acceptable picture at the target bit rates, trying to discriminate between them by considering additional small or technical points about their respective pictures may not be the best way to proceed.  To repeat, the goal of a backhaul encoder is not to maximize any one product dimension, but to achieve the best balance between multiple, competing dimensions. Turning away from the difficulties inherent in picture quality assessment to the consideration of other vital issues—latency, transmission robustness, start-up and restart times, ease of use, reliability, and price/performance—may make the choice obvious.
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